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Abstract— Student debt in America amounts to $1.6 trillion and is a growing concern. My personalized peer-to-peer lending platform, Coinsequence, 

aims to alleviate this crisis and offer a curated platform to do-good investors where they can directly invest in the students’ karma and profile. In this 

paper, I propose various machine learning (ML) techniques to efficiently personalize the peer-to-peer lending and find ideal investor-student matches on 

the platform. The investors’ search for students by entering criteria which could range from a sophisticated keyword to free-flowing text, such as from 

“tennis” to “volunteers at a community shelter to help stray animals get sterilized.” To analyze the inputs, I will assess Latent Dirichlet Allocation (LDA) to 

assort them into categories to facilitate an efficient pairing. Furthermore, I will evaluate Gradient Boosted Decision Tree ML algorithm to match the digital 

personas of students to investors’ searches, leveraging the clusters produced using LDA in the conditional tests for the decision tree. The Coinsequence 

dataset for students’ digital personas, composed of thousands of activities logged by millions of students, would be massive and would require removal 

of redundant dimensions and features. To execute this refinement, I will evaluate Principal Component Analysis (PCA) and a hybrid of filter and wrapper 

method feature selection to remove extraneous variables and extract relevant features, which would help achieve high accuracy and efficiency of the ML 

algorithms. 

Index Terms— Dimensionality Reduction, Feature Selection, Gradient Boosted Decision Tree, Karmic Digital Persona, Latent Dirichlet Allocation, Peer-

to-Peer Lending, Principal Component Analysis 

——————————      —————————— 

1 INTRODUCTION                                                                     

T is 2020, and Americans are more burdened by student 
loan debt than ever. In the US alone, over 3.3 million 
children enroll for college every year. And among the Class 

of 2018, 69% of college students took out loans and graduated 
with an outrageous average debt of $30,000. While high 
schoolers are worried about college tuition, there exist tens of 
millions of donors and investors who hope to contribute to 
achieving education for all.  

1.1 Description of Coinsequence 

Coinsequence, a peer to peer lending financial aid platform, 
aims to alleviate this acute need of funding college education 
by bringing loan-seeking students and investors together on a 
single, curated platform. Rather than providing aid based on 
financial net worth of students and their families, 
Coinsequence enables financial aid based on the merit of 
students. Students create their karmic persona by posting their 
karma on Coinsequence in the form of their time usage, i.e. 
their actions and achievements. In Figure 1 below, a sample 
persona of student Sophia Johnson is displayed. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1: Sample student karmic profile 
 
This appealing and unique method allows students to 
essentially market themselves in a way that feels more human-
like as compared to a cold resumé or some lengthy, often 
irrelevant, essays which barely reveal the student‟s 
personality. Below that, in Figure 2, are the flexible categories 
defined by the platform, based on the ancient and modern 
philosophies. Each of these categories hold different 
weightage, ranging from 0.25-1.25, thereby awarding the 
students Karma Points (KP) accordingly. 

 

I 
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Figure 2: Sample list of karmic persona Categories 

 

1.2 Activity Posts 

The process of posting, sharing, validating, and earning karma 
points is a highly engaging and social-like activity. Every time 
usage activity posted by the student is called Activity Post as 
seen in figure 3 and 4 below, which show the screen 
displaying posting options and a sample post with options of 
validation, privacy, and visibility respectively. 

 
 

 
 
 
 
 
 
 
 
 
 
 

Figure 3: Screen displaying an activity post option 

 
Figure 4: Example of a text based activity post 

Activity posts are categorised under 467 classifications (also 
called Features) as defined in both modern and ancient 
philosophies. The full set of activity posts of a student is used 
to build the karmic digital persona, named the Karmic Profile, 
of the student. Creating the Karmic Profile can be compared to 
preparing a college application. The difference is that here the 
students are posting their comprehensive time usage since the 
time they can truthfully remember. Coinsequence platform 
builds their digital persona on the basis of their activity posts 
and their validation. The validation happens through social 
engagement as well as API-based validation through 
institutions, such as validating SAT test scores via the College 
Board. Furthermore, every year has 8760 hours. One hour can 
earn a minimum of 0.15 karma points and a maximum of 1.15 
karma points per hour which means that theoretically up to 
10,000 karma points can be earned for every year of time 
usage. The investors/donors can view the students‟ digital 
persona through a variety of lenses, by assigning different 
weights to the time usage under 467 karma classifications. 

 

1.3 Personalizing the peer-to-peer lending platform 

The most important aspect of Coinsequence is the matching 
algorithm which matches an appropriate set of students to the 
investors based on investors‟ text-based search. I want to 
identify the most efficient ML model to identify which karmic 
personas to display based on investors‟ search of students; 
investors may search on a wide variety of attributes like test 
scores, sports, extracurricular activities, karma points, etc. The 
extreme complexity in designing such an algorithm is due to 
the fact that a karmic persona of a student could consist of 
thousands of characteristics or attributes which define that 
student. Moreover, the investors could use a simple keyword 
search or a sophisticated free-flowing text. Search 
phrases/text used by investors should result in closely 
matching attributes from the karmic personas. 

The problem statement then is to obtain the best matching 
profiles based on as many phrases used by the investors for 
the search, which is similar to the problem of information 
retrieval using linked data and semantic web technology. 
Hence, I will be evaluating which topic modelling tool to use 
to retrieve useful information from the investors‟ searches.  

In Coinsequence, all of the data from karmic personas is 
very discrete and massive. Particularly, there are vast numbers 
of activity categories, such as school work and domestic 
chores; however, based on previous data on matching of 
investors and borrowers, it is known that all features are not 
valued the same. Therefore, I will evaluate feature selection 
and dimensionality selection as methods to achieve optimal 
features surfacing and being fed to the matching ML 
algorithm. There will be several features in the huge dataset of 
Coinsequence‟s activity posts and some irrelevant, repetitive 
features may act as noise to the ML algorithm while training; 
this will hinder the efficiency of the model specially in terms 
of time and accuracy.  

 Therefore, evaluating which matching algorithm and 
feature selection model would provide the optimal 
combination of efficiency and accuracy is crucial to have a 
successful platform. 
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2 METHODS 

2.1 Description of Topic Modeling 

Topic modeling is the primary tool relevant to solving this 
problem. In machine learning and natural language 
processing, a topic model is a type of statistical model for 
discovering the abstract “topics” that occur in a collection of 
documents (Li, 2018). And topic modeling is a frequently used 
text-mining tool for discovering hidden semantic structures in 
a text body, i.e. karmic profile of students in the case of 
Coinsequence. There are many algorithms/techniques for 
topic modeling, such as explicit semantic analysis, latent 
semantic analysis, Latent Dirichlet Allocation (LDA), 
hierarchical Dirichlet process, and non-negative matrix 
factorization. Specifically, I aim to assess LDA as the topic 
model to parameterize the search phrases and Gradient 
Boosted Decision Tree to classify the karmic personas as a 
compatible match. 

2.2 Applying Latent Dirichlet Allocation to categorize 
searches in Coinsequence 

Latent Dirichlet Allocation (LDA) is used to classify the text in 
a document into particular topics. Since LDA assumes that the 
words in the documents are related, providing the right data 
is crucial. Because the investor may be unequipped with the 
terminology used on the platform, LDA, along with other 
complementary methods in the Natural Language Toolkit 
(NLTK), would allow for query suggestions and intelligent 
query understanding (Dwivedi, 2019). In order to optimally 
match an investor with a borrower, their searches need to 
extract karmic personas which fall under the particular 
categorized themes, instead of those consisting of the literal 
keywords. 

Since the text in investors‟ searches and borrowers‟ karmic 
persona are not processed, I will perform preprocessing on 
this text. The first step would be tokenization, which tokenizes 
the text into sentences and the sentences into words in 
addition to lowercasing and removing punctuation to make 
the words uniform. Then stopwords, abundantly used words 
which provide negligible information, such as „and‟, „those‟, 
etc. are removed. Then lemmatization, which is the process of 
converting third and second person to first person and 
converting past and future verbs to the present form, is 
performed to achieve consistency among the words, hence, 
avoiding repetition of keywords. This is followed by 
stemming the words, which reduces the lemmatized words 
into their root form, which includes removing suffixes like 
„ing‟, „ally‟; for example, academically would be stemmitized 
to academic and dancing would be to dance. 

2.3 Introduction to Decision Trees 

Decision Trees or Classification and Regression Trees (CART) 
are machine learning models where a series of if-else 
statements are structured in a flowchart/tree like figure. There 
are internal nodes present which represent a test; these nodes 
diverge into branches which represent the outcome of the test. 
The last nodes that do not split further represent a 
classification label and are called the leaves. This is a non-
linear supervised learning method, which provides high 
accuracy and an easy interpretation and visualization. 
Additionally, it can produce categorical (like tested positive or 

negative) or continuous (like prices and quantity) outcomes 
from the minimally processed input; these are called 
classification and regression trees respectively (Magee, 2014). 

2.4 Applying Gradient Boosted Decision Tree to 
Coinsequence 

For CoinSequence, using decision tree classification would be 
used to help find the matching karmic personas of students 
based on the investors‟ searches and personalizing the peer-to-
peer lending process (“LinkedIn Talent Solutions”, n.d.). 
Based on the keywords assorted into groups using LDA, the 
conditions (or tests) would be produced.  

The decision tree is likely to be a weak learner initially, 
specifically when the max depth is small, meaning with less 
conditions. To overcome this hurdle, boosting, the ensemble 
method of combining several weak learners to form a strong 
one, could be applied. Boosting is a form of sequential error 
correction, meaning each predictor (decision tree in my case) 
will attempt to correct its predecessor predictions. Specifically, 
the new decision tree would use the error between its 
predecessor‟s prediction and the actual label as its new Y 
value labels. The reason why the residual error is used is to 
efficiently minimize the loss (or error), leading to optimal 
results. 

2.5 Description of Dimensionality Reduction 

Dimensionality reduction is the process of reducing the 
number of dimensions (or columns) of a dataset in order to 
reduce complexity. Generally, a dataset with 10 or more 
dimensions is considered high-dimensional. Although it may 
appear like precious data would potentially be lost, there is a 
crucial reason to perform dimensionality reduction: a machine 
learning model that is trained on a large number of features, 
gets increasingly dependent on the data it was trained on and 
in turn overfitted, resulting in poor performance on real data, 
beating the purpose. Dimensionality reduction is also used to 
remove redundant columns that provide the same information 
to the user. This could potentially be scores on various 
standardized tests like the SAT, AP etc. Features that have 
little variance can also be removed, however, this only applies 
to numeric data. 

2.6 Principal Component Analysis (PCA)  

Popularly used for dimensionality reduction in continuous 
data, PCA rotates and projects data along the direction of 
increasing variance. The features with the maximum variance 
are the principal components (Raj, 2019). 
In the case of Coinsequence, compiling multiple karmic 
profiles together can lead to multiple dimensions and 
complicated profiles. To reduce the number of dimensions, I 
will create pair plots between variables in the students‟ karmic 
profiles, such as GPA and attendance at school. 

2.7 Description of Filter Methods 

The selection of features using filter methods occurs similarly 
to preprocessing since the features are reduced prior to the 
learning phase. They help remove irrelevant, redundant, 
constant, duplicated, and correlated features in a matter of 
seconds (Charfaoui, 2020). They do not train on the ML 
algorithm and hence offer a simplistic approach. There are 
several statistical models present, such as mutual information, 
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chi-squared score, and ANOVA (ANalysis Of VAriance); I will 
be using the chi-squared score because it is well equipped for 
categorical variables like those of Coinsequence‟s Activity 
Posts. This statistical test is used to determine relationships 
and correlations between the features. Since the chi-squared 
test finds the independence of two events, choosing features 
which depend greatly on the answer is the goal. I will be using 
the „select k best‟ features method to acquire the k best 
features based on the chi-squared test.  

2.8 Description of Wrapper Methods 

Wrapper methods apply the ML algorithm to the subsets of 
features and use their performance as an evaluation criteria. 
Since they evaluate several combinations of subsets to find the 
best performing set, they fall under the category of greedy 
algorithms, meaning they are computationally expensive. The 
process of wrapper methods usually takes on four steps: 
searching for a subset of features, training the ML algorithm 
on this subset, evaluating the performance of this model, and 
repeating this until the ideal, best-performing subset is found 
(Paul, 2020). For Coinsequence, I will use the sequential 
forward feature selection (SFS) process since it is more 
practical than exhaustive methods. SFS is an iterative method 
in which firstly, the best performer is selected after each 
feature is evaluated individually. This is followed by 
combining this feature with all remaining ones and then 
choosing the best performing pair. This loop is repeated until 
a fixed criterion holds true. Since SFS is an iterative model, the 
combination of features may not be useful at every stage; for 
example, adding one feature may be helpful at one step, but 
can have a negative impact later. To remedy this, I will 
perform sequential floating, which essentially adds and 
removes features at every iteration in order to optimize the 
set. For this, SFS will execute “backward steps” given the 
objective function increases (Charfaoui, 2020). Once the best 
feature is added, it is checked whether deleting the worst 
chosen feature improves the objective function. If so, it is 
deleted and the process is repeated until a specified criterion is 
reached.  

2.9 Hybrid Method 

For classifying the Activity Posts of the users, both efficiency 
and accuracy are of equal importance. While the filter 
methods are robust, the wrapper methods offer high 
performance and accuracy. Activity posts of Coinsequence 
users can have more than 2,000 features as seen in the 
American Usage Survey Activity Lexicon. The lexicon 
designed for classification of the activity posts has been 
divided into two levels - currently, the first level has 467 main 
features and the second level has 1,174 sub-features, which 
implies each main feature to have 1-20 sub-features. This 
classification mechanism allows taking advantage of the filter 
method‟s efficiency to generate a feature ranking list of the 
main features; I will remove unwanted features using a 
computationally inexpensive method and then perform the 
wrapper method to generate optimal sub-features (or subsets). 
Since there are several hundred main features, the filter 
method provides very fast results at this stage, while the 
wrapper method then provides a very detailed, valid 
classification of the sub-feature.  

This unique way of utilizing both filter and wrapper 

methods of feature selection is encompassed in the hybrid 
method; the hybrid method incorporates two weak feature 
selection methods to produce a more robust and high 
performing method. Additionally, using wrapper methods 
solely could result in overfitting, which is not ideal for 
massive datasets like that of Coinsequence‟s Activity Posts.  

For the filter method application to the main features, I will 
define a list of category (or feature) names. This would be 
followed by creating a pandas dataframe using the Activity 
Posts of various users and the list of extracurricular activities; 
this dataframe would be divided into x and y values, which 
would help apply the chi-squared test and extract the k best 
features efficiently. Next, the statistical test would be 
initialised using the SelectKBest function in sklearn‟s feature 
selection library. The score function would be defined as 
„chisqaure‟ and k, the number of highest scored features to be 
selected, would be set to 2. Lastly, the test initialised before 
would be fit and transformed to the dataset and category list 
and the best k features will be produced.  

After the main features have been selected, I will be 

applying the SFS wrapper method to the sub features. The first 
few steps would be identical to the filter method process 
defined above, but the list would be of a sub-feature like [„key 
club activities‟, „language club activities‟, „National Honor 
Society activities‟] for the Extracurricular club activities. After 
importing the required libraries (SequentialFeatureSelector 
and LogisticRegression) and creating the x and y values, I will 
initialise an SFS with logistic regression as the estimator, k 
features as 5, and forward set to true since I am implementing 
forward selection (Luhaniwal, 2019). Finally, the 5 best sub-
features would be selected and could be fed into the ML 
algorithm. 
 

3 RESULTS 

After preprocessing, i.e., performing the four steps listed in 
the LDA methods section, the following will be the result. 

 
Investor‟s search, before preprocessing: 
I want the student to be playing using a racquet, specifically 

tennis and she should be able to take part in two fine arts like 
dancing or some other artistic skills. 

Investor‟s search, after preprocessing: 
[Racquet, tennis, arts, dance, art] 

 

Cluster Title Values of Cluster 

Possibly 
racquet sports 

{tennis, squash, badminton, pickleball, table 
tennis, tennis polo, speedball, beach tennis} 

Possibly 
computer 
science majors 

{computer engineering, data science, 
machine learning, computational biology, 
coding} 

Possibly 
performing arts 

{choir, theatre, drama, broadway, ballet, 
jazz, opera, gymnastics, impromptu concert} 

Possibly self 
care activities 

{meditative podcast, SoulCycle, ASMR, 
hiking, boba tea, mental health therapy} 

TABLE 1 
CLUSTER VALUES AFTER APPLYING LDA TO PROCESSED INVESTORS’ 

SEARCHES FOR STUDENT KARMIC PERSONAS 
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An example of the criteria specified in the investor‟s search is 
shown below. 

Has X number of Karma Points 
Plans to pursue Computer Science  
Scored a 1530/1600 on the SAT 
Plays on the varsity tennis team 
0.3X come from sport activities 

 
 

Figure 5: Example of a decision tree for Coinsequence 
 
Figure 5 shows a sample decision tree based on the investor‟s 
search example above. 

As you can see in Figure 5 above, various „tests‟ are present 
at each internal node, which are represented by the blue 
rectangles. The arrows to the left lead to the node if the 
condition is true and the arrows to the right point to the node 
if the condition is false. The leaves classifying the karmic 
persona‟s outcome are represented by a green “YES” or a red 
“NO”. The sets in the curly brackets {} refer to the categorical 
lists generated by the LDA model. 

Using the age, GPA, and SAT score of students as the 
principal components, I have created the following pair plots, 
shown in Figure 6. 

 
Figure 6: Plots showing dimensionality reduction for a 

Coinsequence dataset. (Color required) 
 

import karmic_profile 
karmic_profile.pairplot(modified_karmic_prof, 

hue='Gender', diag_kind='hist') 
plt.show() 
 
I wrote the above code to generate the above plots. 

Similarly, more attributes will be used to generate other 
trends. These can be easily incorporated by importing the 
right datasets. 

The use of a hybrid of filter and wrapper feature selection is 
shown on a portion of the features in activity posts. Three 
“Extracurricular activities” and 10 sub-features of the 
extracurricular club activities are illustrated in table 2 below.  

 
Extracurricular music and performance activities (Main Feature)  

Extracurricular student government activities (Main Feature) 

Extracurricular club activities (Main Feature) 

 Key Club activities, including 
meetings (sub-feature) 

National Honor Society 
activities (sub-feature) 

Language club activities like 
french club (sub-feature) 

Pep club activities (sub-feature) 

Math club activities like 
tutoring (sub-feature) 

American Field Service 
activities (sub-feature) 

Chess club activities like 
competitions (sub-feature) 

Debate club competition like 
MUN (sub-feature) 

BIPOC clubs like activism 
(sub-feature) 

Science club activities like 
science fair (sub-feature) 

 
TABLE 2 

EXTRACURRICULAR CLUB ACTIVITIES TABLE SHOWING MAIN 

FEATURES AND SUB-FEATURES, WITH CLUB ACTIVITIES SECTION 

EXPANDED WHILE STUDENT GOVERNMENT AND MUSIC AND 

PERFORMING ACTIVITIES SECTIONS ARE UNEXPANDED. TABLE 

EXTRACTED FROM THE AMERICAN USAGE SURVEY ACTIVITY 

LEXICON 
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The filter method will rank the main features using the chi-
squared test as in the order [„club activities‟, music and 
performance activities‟, „student government activities‟], and 
since k is equal to 2, the best two features will be kept and 
student government activities feature will be removed. 

Once the main features are classified, the next step is to 
precisely determine the sub-features. 

The wrapper method will remove redundant features and 
since k is equal to five, the 5 best  features will be kept, which 
came out to be [„national honor society activities‟, „math club 
activities‟, „BIPOC clubs‟, „science club activities‟, „language 
club activities‟]; the other 5 sub-features were removed and 
not fed into the ML algorithm.  

4 CONCLUSION 

From the results of the preprocessing, it can be inferred that 
preprocessing can help produce uniform text that is easily 
comprehensible. This noise removal helps the LDA perform 
significantly better. Additionally, using LDA, I am able to 
uncover useful themes present in the data, which would 
effectively drive the matching process. Applying LDA to 
curated data from karmic personas and investor searches, 
revealed substantial, valuable clusters with accurate topics. 

As inferred from the results of the gradient boosted 
decision tree, the decision tree is a great model fit because it 
easily digests the investors‟ searches and LDA produced 
clusters. They are also easy to comprehend and visualize, 
which is crucial for the transparency, comprehensibility I aim 
to achieve in Coinsequence‟s matching algorithm. 

Furthermore, using the gradient boosting, I am able to train 
and improve my decision trees in order to achieve a high level 
of accuracy in the matching process. 

As seen in fig 8 of the pair plots, the age variable has no 
variance, and thus adds no meaning in this particular scenario 
where the investor is analyzing profiles based on academic 
skill; age can thus be dropped from the data set. Since SAT 
score and GPA show significant variance, these features are 
retained. Dimensionality reduction was shown to be effective 
in reducing redundant features and creating a concise, clear 
dataset.  

The filter methods were able to provide very efficient 
results at the preliminary stage. I obtained the feature 
selection time of 0.1-0.2ms for selecting the 3 out of 467 
features for a sample of 10 random Activity Posts. The 
wrapper methods then provided the best (most accurate) sub-
feature selection for all the 10 Activity Posts, exactly the same 
as what a human analyst would have selected. 

Overall the 4 methods researched were successful in the 
classification and matching of digital karmic personas of 
Coinsequence, which make the „debt free education for all‟ 
purpose much more achievable. 
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